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HAMRE 7T —Hsra0%FR 8 BERT BUESF~MEEL , BERT {AZEKR Transformer AU [RJRAZEE R

( Bidirectional Encoder Representations from Transformers ) , AEFRIFANES R MEEY ( Peters
etal, 2018 , Radford et al., 2018 ) , BERT EEBIIRKSETTEEFIAA LT ICE)I4RRE

WEZFER. B, I/FE—E9MEHEE |, BUeILARITR)IIERAY BERT R THIE . NAS ZRY
155 (LEANEIZFREIESERES ) CRRITHAVMRE , MARXSE T ESHITAERELEIN

&5,

BERT FUHELSREER |, (BLIMRMBIEK, BRIFTT 11 D NLP (ESHYRIRMER , 81518 GLUE
EDEIRFHZE 80.4% ( 7.6% BULEITHOH ) .« 45 MultiNLI BERRZRIZEZ 86.7% ( 5.6% BU4EIIH0H )
PAR45 SQUAD v1.1 IaEsThist F1 BOREZE 93.2 9 (BB 159 ) — L AEKEIESH 2 9.

1. M8

IESEETGT U BERSFZBERESMIEESAIMER ( Dai and Le, 2015 ; Peters et al., 2018 ;
Radford et al., 2018 ; Howard and Ruder, 2018 ) , iIXYSFSEIFAFRIES , NBRESIHEE

( Bow-man et al., 2015 ; Williams et al., 2018 ) fIF& X ( Dolan and Brockett, 2005 ) , HRE@EIXS
BAFREBEDHETRUG FZBHER , LURIRCRES , NdBsLiiREl ( Tjong Kim Sang and De
Meulder, 2003 ) #1 SQUAD [a]%& ( Rajpurkar et al., 2016 ) , {RESFEEAEIRICREMMIERIHH,

BRI An] LUSTI4RFROE SR ELR RN R T ESH - EFTHRHENMGEE. ETISE
B9757% , W ELMo ( Peters et al., 2018) , SEFESFETESRIRELEN , HPETEGRFRRIELM
DNEHEAE. A% , TN4ERFRIIZ Transformer (OpenAl GPT) ( Radford et al., 2018 ) 8! , 25
SINER/MUFETESHSEL , FoEd &R R SRENSERT NHESHIT) 4. 2B
T, MG AETIZMES PEEEERENBREREL , BIFERRRINESIRERESIERIES
FX.

BATAS , SRIRIRATERE] T IO GmAER | R TREDE. TERRRMER
B SRERRMEA , XHPRH T BT LAETUISRERIE AT LAE FRRUARBLEE RIS, 514N , 7 OpenAl
GPT fp , {REGER T MNERIARMREIEN , Hh&E MRCRAEXRE Transformer RIEIEREFIZIRC
HIEIRYARIC ( Williams et al,, 2018 ) , XEEPRFIIG T AFRBIRHES KL ZRIHT (ETLIER ) |
(BSIBETHIERTTZRSRIEIRERAIAMESS (20 SQUAD (A% ) FIRTBERIERA REVFIE
(Rajpurkar et al., 2016 ) , FAEMRCHIAIES T , NN LRSI ETNEEXREEN.
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https://arxiv.org/abs/1704.05426v4
https://www.researchgate.net/publication/228613673_Automatically_constructing_a_corpus_of_sentential_paraphrases
http://www.oalib.com/paper/4018980
https://arxiv.org/abs/1606.05250v3
https://arxiv.org/abs/1802.05365v2
https://blog.openai.com/language-unsupervised/
https://arxiv.org/abs/1704.05426v4

FEAIH |, FfNEZiRY BERT gt T EFHRIERYSE kB Transformer YN MRS FRn. =5
FAESMESHEA | BERT @HIRH—MEHITIZMES R REIEIR M BEELER © ERESiE
#J” ( MLM masked language model ) ( Tay-lor, 1953 ) , EifE SR8 M N FPEHLER—LtR
ic . BRR(RIESRERIRCH L TSR e MAYRERIEICRY id. SNEEIGERESEET)IIL
AE , MLM BirsirRast e A LT3, XaeFE( 7)1 g— NRENE Transformer, BR T B
BB, BAIRRE T — PN ERETG XA SRH T T — M TN BHMES.

ARICHISTRRAOT

o BANOUE T NETEGINESREEEY, 5 Radford et al., 2018 {FAREIESEELH T
%AE , BERT RS SIEESRSLIITU) 4R EN AR R, X5 Peters et al., 2018 AYFAR
R T SIEE | e )ER T — AR ARG EI AR |4 E SRR EERE.

o BAFREA , MGNFRNER T IFSHETESHEE LRHIEREENEK. BERT 2% —
PNETFHIBENFRNMER , EERENGFRIITNCRES LM TRITHBMLEE | MTF2EE
TESHILEERIREL,

e BERT 3 11 4~ NLP (IS T &ITHATER, BAIEHITAEATHRIAZ | U 7R IEERY
WEAFREREEIFREN. CAEFIF)IZMEELE A goo.gl/language/bert 3REX,

2 HBXIAE

EBRIESFEERKNESE |, BB EATRERIMS I TV,

=+ 4 :
2.1 EFSR A

JLHESR , FIZERNTERF—EE— SRR, | BIFIEHE MR ( Brown et

al., 1992;;Blitzer et al., 2006 ) FIRLZMLESTIE ( Collobert and Weston, 2008 ; Mikolov et al., 2013 ;

Pennington et al., 2014 ) J5i%, & 3FIZRANTERABIARZINE NLP RFEHN— MRS EIRIERSD |
RN T LM LTFHAZSINZEZX0H ( Turian et al., 2010) ,

XL A RIS EAKIE |, tNEFERA ( Kiros et al., 2015 ; Logeswaran and Lee, 2018 ) BE%
J&HXA ( Le and Mikolov, 2014 ) , SEFNRRRA—F , REZIFNFRNEZE L BIE ARSI
BT,

ELMo ( Peters et al., 2017 ) NARIIEEXHERENARNARIIT THEHE. BIIENMNESEEAEE
B E PR, S E T XA SIS ETESAOSERAT . ELMo AJLNEEA NLP tRER
HTRIHAIA ( Peters et al., 2018) , GIETE SQUAD ERIEZ ( Rajpurkar et al., 2016 ) , &=k
o ( Socher et al., 2013 ) , #@pRAELMIRS! ( jong Kim Sang and De Meul-der, 2003 ) ,

2.2 EFRORARA X


https://www.researchgate.net/publication/232539913_Cloze_Procedure_A_New_Tool_For_Measuring_Readability
https://blog.openai.com/language-unsupervised/
https://arxiv.org/abs/1802.05365v2
https://github.com/google-research/bert
https://dl.acm.org/citation.cfm?id=176316
https://dl.acm.org/citation.cfm?id=1610094
https://www.researchgate.net/publication/200044432_A_Unified_Architecture_for_Natural_Language_Processing
https://arxiv.org/abs/1310.4546v1
http://www.aclweb.org/anthology/D14-1162
https://www.researchgate.net/publication/220873681_Word_Representations_A_Simple_and_General_Method_for_Semi-Supervised_Learning
https://arxiv.org/abs/1506.06726v1
https://arxiv.org/abs/1803.02893v1
https://arxiv.org/abs/1405.4053v2
https://arxiv.org/abs/1705.00108v1
https://arxiv.org/abs/1802.05365v2
https://arxiv.org/abs/1606.05250v3
https://nlp.stanford.edu/sentiment/
http://www.oalib.com/paper/4018980

ESERMETIBEES (LMs ) I— 1 RimEEE | U IEN NHESIEELHEITHAZR | 5oXd LM
Bir_ER— SRR EH T4 ( Dai and Le, 2015 ; Howard and Ruder, 2018 ; Radford et al.,
2018 ) . XEFENERERBRIONSHEFENLFFBFS ., EOEPHEITIX—E , OpenAl
GPT ( Radford et al., 2018 ) £ GLUE E/EMXANFZaFRES EBUS 7 IWRISRTHIER

( Wang et al.(2018)),

2.3 NEEERNEIRREEFES

BRATEEMGENNRET BREIEE/VFEREY  BthBEHRRE , NEEAEIEENEE
SohafLUH I TEMRTRE , ERIESHEIE ( Con-neau et al., 2017 ) FIH12E&HE ( McCann et al.,
2017 ) . TENLPZSN , itEHMATEIAFIBUEER T MABT) ISR B TER = INEEY . B—
BRI ET AR ImageNet EFT)IIE58912E8Y ( Deng et al., 2009 ; Yosinski et al., 2014 )

3 BERT

ATIENE BERT REBE/RTIN, BLNET BERT @R HIFIMINTE T, AEEIIE 3.3 TNE
NSz OCIF—F)IE5(ESS. 1E 3.4 1 3.5 T BFEMANE T 7| FZFIRUEIREL ST, &
&, £ 3.6 5318 T BERT # OpenAl GPT Z[EJRIYX 3,

3.1 =BG

BERT AURBLEIE—NET Vaswani et al.(2017) #ARYRIGSCIIRYZ EXN A Transformer 4@i58T |,
FHH Transformer Jmi3e8 & #R1E tensor2tensor (XIBEH., HTFEIF Transformer BUFERAELKRIEES
& , BRI SRAIRILIISEPR 2R , FTLAR 1SS IR EEMANF RIS Sk |
FHENEEHETF Vaswani et al.(2017) LARMFERYIER | Q0“7 F7%0Y Transformer”,

EXTTES |, BIIEFTEEEED , Transformer H)4 L, [EERTA H , BiTEL89MN 8
A, EREGIFH , BAVGEIRATEESINAIEE N 4H |, BiZy H = 768 B4E 3072 ; 24
H = 1024 2 4096, EAIFELHHFIMERLK/NIER:

e BERTgAsg : L =12, H = 768, A = 12, Total Parameters = 110M
e« BERT psrcr : L =24, H = 1024, A = 16, Total Parameters = 340 M

AT HEER . BERTBasE 1#%6#% 75 OpenAl GPT —HRIRRELA/N, 24T , EERIZ | BERT
Transformer (FRIRNENEHNEIEES , M GPT Transformer fFANEZRIIBIER , 8MrcR
BEREHAINRNEE. FATERR , E308F , WA Transformer IBE#EFR/I Transformer 528" |,
mMREREAEMIERINRAB T AR T XA R MEERTENX A Transformer f#i528". BERT.
OpenAl GPT #1 ELMo Z[BIRIELINE] 1 F7.
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https://arxiv.org/abs/1801.06146v5
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https://einstein.ai/static/images/pages/research/cove/McCann2017LearnedIT.pdf
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https://arxiv.org/abs/1706.03762v5
https://github.com/tensorflow/tensor2tensor
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Figure 1: Differences in pre-training model architectures. BERT uses a bidirectional Transformer. OpenAl GPT
uses a left-to-right Transformer. ELMo uses the concatenation of independently trained left-to-right and right-
to-left LSTM to generate features for downstream tasks. Among three, only BERT representations are jointly
conditioned on both left and right context in all layers.

E] 1

: )| R BLEEKORYANE, BERT {s5FEXWAE] Transformer, OpenAl GPT f§5F8 MAZEIARY

Transformer, ELMo {SEFIIHIZ1)I|EREIMNEZIGFINGEIAY LSTM BUEESR A NFAES £t
fif. v, RE BERT R EFrE EFEINSZEIAGIEREHEA,

3.2 PARR

HA R NR BB E— MR PR R BN A FE—XI A F(FI0 | [Question,

Answer]),

(iR BN LS, “9FILUREENERSBEENNAE , MARLRMESEN LG

F. ‘I REERAZ BERT RIRCKY , ERUERNGF , B UERMFESE—R. )i\
T BLEERICXI M EI’JhlEHA)\ FFHRANMERNKIFGEEBMATT. B 2 5H TRARTRY

AR,
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Figure 2: BERT input representation. The input embeddings is the sum of the token embeddings, the segmentation
embeddings and the position embeddings.

2 : BERT RUBIANFRT. BIABRANZIRCIRA (T8RN ) . SFRANFIERARISH.
o FERAE 3 A MRICIEIERY WordPiece #RA (Wu et al., 2016 ) . FAi I ## RiF o AIERIE

RE&.

o BANVEBRFEIFNMNERAN , WFFFHKERIEKENXL 512 MERIC,
o BNMFIINE—MRCIREZEEIEIRDEERA ([CLS]) . IR RCXI M AIERZFEREHAS (B,
Transformer B ) HAEDRESHIZFIINEERT. WTFEDRES  XNERZERIRTE

%&IL‘I\H%O

o GFIHRFIEE—RIN—TRIRRFS. ROBRMSEXSXESF, FiE—  HOA—
FIATRIC ([SEP]) BEMSDTF. FiE=  HNEE— M aFRIE MRCHRII— 1 IZGRIEF A

LRI FRIEMRCHIN— ) IZR898F B #A

o MTEBRGHEA , FHNRACERDF ABRA,



3.3.1 {E55—# : EESIRE

B L, HNBEEBRE  RENEEE RGN R ARE S MR AR E S NA R A RE
RURERERERA. A= ERMESRERENEEAEBNAZIERTIZ | AN EEYS
ERRBRITTE T RIFEZE L T hEEtERIBC .

ATNERFRENRZFRDT , FlBRA T —HERATTE , BIRETER —ELAIRBmAIRS , AR
ABEAIERRAYIRC, FAWSX MIERAERESEE (MLM ) |, RETEXEHEBHE IR AT
IRIEESS ( Taylor, 1953 ) . EXMBER T , MGEREESEEP—F | SERIRCENNARER
EAERBAZSIEICRIIMAYEL softmax & ( R EERIERARCIN IR PH—ME
15 ) . ERAIATERSEIT |, B(ES Y FRETLERS 15% BRC. SEIERNB WSS

( Vincent et al., 2008 ) AREIAIR , HAIRZIHRETTUHEIERRAIIRC | MARBENKEEEEZE
Ne

BRPAXIBSEIVFEA RIS — DX AT IZMREL |, (BXFTEERNMRA. B—PNRAE | Fell =T
EERMIRZ [BERY 7 AELES , BJ9 [MASK] ARCERUERIBINREINT, A TERMIXMER , BlIFHF
AERRERA IMASK] TRICERBIGIFERIERIE, MR , IGFEUEEMRRETIERE 15% BRI | F
an , Emy dog is hairy IXGJiEH , Bk hairy, ARHFUTIATEER:

o BUEEMASEZERA [MASK] BIaERINER , MEFITLATRE:

e 80% BIIBRT : BB [MASK] SamnkizaVaig , 4140 , my dog is hairy — my dog is [MASK]

o 10% BIBERT : FB— 1 BEV SRR EHmiLEaYERE |, 40 , my dog is hairy — my dog is apple

e 10% HIBERT : (REFIEIRAERITAZS , 140 , my dog is hairy — my dog is hairy, XiEMEIE
AR ERMRE T LR ERERYE.

Transformer frfiBas A AHE ERFRERTTNBL AR |, B PPLRREEWMETIRTER , FEEHiE
RIFEFMRANRCHIDMAI LR, B, EARBHERRAEE 1.5% BIFRC (BD, 15% B9
10% ) XIUFASIREEEANESIERFES.

FZNREE | (FF Transformer BIEHLXEIEFTRE 15% AIFRCHETIN , XEKEEI A gEEEE
ST G Bk e, 1E 5.3 % , B BERBT Transformer HASCEK WARIARIERY ( TS MR
18 ) FEHE—/R , B2 Transformer #&EAISLIER T 7 SIENNa9F) | R B AR AR,

3.3.2 (£552# : T—EOFN

FEEZRTNHES  MEEEZ (QA) IBAESHIE (NL ) |, SR EERRINATFZ
[ERXRERIEA ERY , MIXAARIESEEEEBEEN. ATIIG— M ERGFRREE | 3]
)14 T — N =R =T RS | XMESTUMERREER EREEEgtk, B
FKifk , FEAEMIGRIRIGIFEESF AR BB, 50% NER T B 2ENE A GENT—1MEF
50% RIIER NERBIEREIREIEF. tLanik:


https://www.researchgate.net/publication/232539913_Cloze_Procedure_A_New_Tool_For_Measuring_Readability
https://www.researchgate.net/publication/221346269_Extracting_and_composing_robust_features_with_denoising_autoencoders

Il'l[.'ll]t — [CLS5] the man went to [MASE] store [SEP]
he bought a gallon [MASK] milk [SEF]

Label = 1atext

Il'l[.'ll]t — [CLS5] the man [MASE] toc the store [SEP]

penguin [MASK] are flight ##less birds [5EF]

Label = nothext

EZEENIEEAR T—INEF , &RENTNIZMEREX MESHIAET 97%-98% HYERE,
REXMESRER , BRBAME 5.1 TR 7 HXILESAYTN)IZS QA 7 NLI #IFERz.

3.4 FulllErdi=E

)| FER IR BB ELAE S B SIRET) |48, X FFu)IIZaERE | F1ER

BooksCorpus ( 800M {7 ) ( Zhu et al., 2015 ) FIZHE4EEER} (2,500M Big) ) . WTHEEFR
HARRB AR | MBIRIIR. FEMINE, AT RBUKANESFS | ERMERBIRNERE |
A ZfER Billion Word Benchmark ( Chelba et al., 2013 ) BBHERFTELIMFFRIGFRBIIERIEEZ
EXEEN.

ATEREBMNGFENTY , BAINEHEPRERRS , BAWGERA 9T , RECIBHEILS
MIFKES (BEILIE—E) . F—1MIFHNA BN, BZ1MEFH B #8RA. 50% RIBR T
B #fsLE A RERISEIR N—& |, 50% RYIER FEEMTUERA—MI8F | XEA Tl EsS
FriES. MEESERINKERNTEFT 512 Mric. EEEAERIIIEREFER WordPiece F5E
BFE . LIISIRT 15% RISRERIRC | A EEDE AR ( BREE2B# WordPiece i553 , LA
#HIBRISRAITRIC ) .

A MER 256 NES (256 PNFEF * 512 NMRig= 128,000 MRS ) AYLA/NFEFT 1,000,000 £
B , XKLIZRTE 33 {Z1aRNERESII4k 40 1NEH. FAIBAdam (MEEEFIREHEHFIERN
le—4,81=0.9,82=0.999, L2 f9EZRZ 0.01 , HERI 10000 LZIEHKG
(learning rate warmup ) , ARFEIRFREM=RM. FNEMEELMER 0.1 #IZ=[Y dropout,
OpenAl GPT —#£ , BA1)FEH gelu B5E ( Hendrycks and Gimpel, 2016 ) TIAZNEE relu, I8R5k
EERE SRR ES T—aFuUUAERIEYE.

FE£ 4 $ Cloud TPU (EX&E 16 5k TPU ) i)tk BERT 545k, 1E 16 32 Cloud TPU ( &7 64 t
TPU ) &k BERT L arce. BX)IGRIRE 4 RAVATIEL,


https://arxiv.org/abs/1506.06724v1
https://arxiv.org/abs/1312.3005v3
https://arxiv.org/abs/1606.08415v3

3.5 iR

T FHIRBIRIDSRESS , BERT RUAIEEREE. N THREBMAFIINEEERRNZRD , BAIBUH
i ([CLS] ) MIEMRRAYER AT M AVRELRIBSTRIAZR (R . /9 Transformer RS )RUMEMLEHIL.
iExAEERRA C € RY | ERARAE—SE g S SRS KRS EUEN

W e REH Heh K BESKIRESIEE, DEIRSIHRP ¢ RE B—MRER softmax it
&, P = softmax(CW'), 3¢ BERT WSEUEN W MFESEMHT THAHIA | HEMRRSH
EMRREAN. ST XEFMFRCTITUES | URLUSETESHATEMEN EIATRE, BiX
TENE 4 TRIEXAR.

SFRE , BRTIEXR/N. FIRMIGREI , RESERELESESTU)ZH88)t8E]. Dropout 1
REZEFA 0.1, RINBSHEREETESE | BRIIAIATUERS R LRFEREES
FT{E:

¢ Batch size: 16, 32
¢ Learning rate (Adam): 5e-5, 3e-5, 2e-5
* Number of epochs: 3, 4

HANEMERZIAEGEES (20 100k+ tRCHIIIERE ) MBS EIARISURMET TR T/ RS, #E
BHEIFFER , BIWRFEY LASEHTREER | FHeFERits TIHaERFRISEEEIR.,

3.6 BERT #1 OpenAl GPT BYLLE:

A% EF . 5 BERT SHBLIEIE OpenAl GPT , BE— MRS AIERES) SN ERG
89 Transformer IBS1&EY, L E , BERT FHIFSZRITAREEEREFRRogeza GPT 19, IXtf
R AR A AENNE R EHTINER. BT TIER e =2 | & 3.3 TPRHMIERIT)I40E
SEENES & TR SUARIRER D |, BEEFK(TEEZEI BERT 1 GPT EaENII&EEEER/,
PMAREZAL:

« GPT 27 BooksCorpus ( 800M ia] ) LiJllZktE3kRY ; BERT 27t BooksCor-pus ( 800M 13 ) #0
Wikipedia ( 2,500M 17 ) _EillZxH3RAY.

o GPT {NERIERIERAFo MR ([SEP] ) f15o2E4RiC ([CLS] ) ; BERT fEFmillZAd R
[SEP], [CLS]#0A/B AR\,

o GPT 8RS 32,000 A L1l T 1M 2 ; BERT FEBHEIRE 128,000 1d_Li)llgx T 1M 25,

o GPT EATAMIASLI h3IiEERIg ) 5e-5 ; BERT S ETMESIERIFETEN ST HE

I,
HT S ERIRLE SR , BATE 5.1 T-haHTE—FE R0 , AS 0T

IRERAIBESLRR ERBEFRITISMESS (IERESEREN FT—afmlEs ) .
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Figure 3: Our task specific models are formed by incorporating BERT with one additional output layer, so a
minimal number of parameters need to be learned from scratch. Among the tasks, (a) and (b) are sequence-level
tasks while (c) and (d) are token-level tasks. In the figure, E' represents the input embedding, T; represents the
contextual representation of token i, [CLS] 1s the special symbol for classification output, and [ SEP] is the special
symbol to separate non-consecutive token sequences.

El 3 : HAIEATHEESHREEEDE BERT II—MNUMYBEEMER , FRLUNEENLE

I&/NIERIZE. H (a) f (b)) BFFIRIES , (c) ¥ (d) BRCRES. BF B FR

EF"\)\EI’\JE@)\ T =56 © MRCH E TGRS |, [CLS] RO SEIHAMIAATS | [SEF’] ~=ver-Els
ZHRC ( DBEMNET ) FYIRIATTS.

4. E5S
fER—5 , RAVGRR BERT 1 1 TSRS S AL

4.1 GLUE iRt

BARIESIEIFN (GLUE General Language Understanding Evaluation) £ ( Wang et al.(2018) )
B3 BEAESIHRISHNES. KS# GLUE HIEECKFESSE , (HGLUE IAERE (1) LA

8


https://arxiv.org/abs/1804.07461v2

SERIGE. WIEEMUNEMRE A TXEEES | 78 (2) Ei—MHERS S RERT
EA—EBRIT EIEIIN SRR, GLUE AARMmldERIrnE | AR YusBIrITun_EZ)
GLUE MRSS=8HHTIFS | FRIIRAHIEER-ITIRS].

GLUE EE#EEATEES | EfEARAIE Wang et al.(2018)F/34E:

MNLI ZEBIBRESHEIE ( Multi-Genre Natural Language Inference ) 2—ITANIRER. ARBHIZE
BOHEMES (Wiliams etal., 2018 ) , L/E—XAF , BRIRTUE - NI FENTFE— NI FEE
B, FERIERPIIRIXER,

QQP Quora[aJfXY ( Quora Question Pairs ) B—1MN_JtH$ES . BRIEHHER Ma)REQuora_L[a]
BHENEBHEZE (Chenetal, 2018),

QNLI B E/AE=H#EIE ( Question Natural Language Inference ) 2EMB{REIMEIEEGEE

( Rajpurkar et al., 2016 ) B4 "iHHI D RESZAI—NRA Wang et al.(2018), IESERIFIF2E
(A&, GF) X, IFPESERINER  FMENAIFEKER—BN (8, 9F) X, 9F
hAE S IERIIEE.

SST-2 HTiBEERGE MK ( Stanford Sentiment Treebank ) #HUERE— TR OHEES | #UEH
SPCHIEETFAER , FXHALXEaF#iTiME ( Socher etal,, 2013 )

CoLA ESHEZMRA —unEFSERE ( Corpus of Linguistic Acceptability ) , ERIERIZTTN
—NESFEESF LESR v (Warstadt et al., 2018 ) ,

STS-B X AENBLUEE#E ( Semantic Textual Similarity Bench-mark ) EMETEARPIIETEE
BRI FXIRIES (Ceretal, 2017 ) . B{IFEM 1 2 5 D ERE | XA NMIFEEN £
=S AEI.

MRPC {4ERIASTER N AERLEE ( Microsoft Research Paraphrase Corpus ) MIELESrEI- P BRI S F
SR , FFAALEERGIBXE M FEENX EEBIEZF ( Dolan and Brockett, 2005. ) ,

RTE iRBISAZES ( Recognizing Textual Entailment ) 2—M5 MNLI BN TERES  RE
RTE B91)||I4EUEE /D Bentivogli et al., 2009,

WNLI FEESRIEEAESHEE ( Winograd NLI ) 2—1 kB8 ( Levesque etal., 2011) ) BINEIERA
IESHIRHIESE. GLUERIURREXMUERSEAIMIEF IR , 8 MR GLUE RIZIT))I%k
RORGHETUN Z 2RI BRI T 65.1 XN ELOHERE, FEtL , HTXS OpenAl GPT IATFER , BefiTHE
BRTIX—#0EE. XTI GLUE 1232 , IS ETmUZ L.

4.1.1 GLUE &8

79T #E GLUE LiatRE! | B HRIRASES 3 TThimdrIBM R ANEFaE9FY , FEER
BE—EAERERE C € RY PRE—MANTE ([CLS]) fEREIFRMZER. WE3 (a) 0
(b) FiR, TERVBHRAIE—SINFSHE— N DEBESHEN W c RO | Hep K 284%
R, AR C MW HE—MRENDERE | BOERE log(softmaz(CWT)),
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https://arxiv.org/abs/1804.07461v2
https://arxiv.org/abs/1704.05426v4
https://data.quora.com/First-Quora-Dataset-Release-Question-Pairs
https://arxiv.org/abs/1606.05250v3
https://arxiv.org/abs/1804.07461v2
https://nlp.stanford.edu/sentiment/
https://nyu-mll.github.io/CoLA/
https://arxiv.org/abs/1708.00055v1
https://www.researchgate.net/publication/228613673_Automatically_constructing_a_corpus_of_sentential_paraphrases
https://www.mendeley.com/catalogue/fifth-pascal-recognizing-textual-entailment-challenge/
https://cs.nyu.edu/faculty/davise/papers/WinogradSchemas/WS.html

A 1E GLUE FrERYESHERA 32 AILRA/ND 3 NEHR. S FEMESTAER

S5e — 5,4e — 5,3e — 5,2e — 5 NFIFRFHME | AEERIEEPRERMRIFNFIR, Wi+,
XF BERT1 srcr FATRIMEBIE/IESE LRARTSE (HRTIERE  BNETHAFEER
BE) Rt , BT TIURBNER | FHEE T ERIESE ERISFIVRE, MTHINES | &
IMERBERITUIGRER , BHRTAERNEIETAD KB ERAEEER, BTEER
GLUE RRVEHEEARENIRAYRE , FAF(1054& BERTpase #1 BERT srcE A GLUE
TGRS 2RISR,

ZERUNR 1 Fis. EFBIES L, BERTpase ¥l BERT prcr #HCHIBNEARENLEE , 5
FEHKSAREL , DBIEE 4.4% K 6.7% HYNE. i5E8 , BT BERTpasr 2B TRIFEMR

( attention masking ) , BERT g 455 1 OpenAl GPT FUEEIEM A I/ FEEHEN. WFeAs
J7iZ{#FRY GLUE {£55 MNLI , BERT LU HRIRIMRESERIS T 4.7% HEXIRF. # GLUE BESRYAEE
7% £ . BERTArcE K57 80.4 %L , SIREERI OpenAl GPT 1ELLE LA E1ERT RIR1E
T 7284,

BlHIZR , BERTArcE EFMBEESHEEZEMNT BERTpasE , BMEREIRLERBRMIILE
JERYESS £, BERT REIK/NIFIBEAR 5.2 TTEERANRIRIT.

System MNLI-im/mm) QQP QNLI SST-2 CoLA STS-B MRPC RTE | Average
392k 363k 108k 67k 85k 57k 3.5k 2.5k -
Pre-OpenAl SOTA 80.6/80.1 66.1 823 932 350 810 860 61.7| 740
BiLSTM+ELMo+Attn T6.4/76.1 648 799 904 360 733 849 568 71.0
OpenAl GPT 82.1/81.4 703 881 913 454 800 823 56.0| 752
BERTgasE 84.6/83.4 71.2 90.1 935 521 858 BB9 e664| 796
BERT ArGE 86.7/85.9 721 9.1 949 605 865 893 70.1| 819

Table 1: GLUE Test results, scored by the GLUE evaluation server. The number below each task denotes the
number of training examples. The “Average” column is slightly different than the official GLUE score, since
we exclude the problematic WNLI set. OpenAl GPT = (L=12, H=T768, A=12); BERTgase = (L=12, H=T68,
A=12): BERT agce = (L=24, H=1024, A=16). BERT and OpenAl GPT are single-model, single task. All
results obtained from https://gluebenchmark. com/leaderboard and https://blog.openai.
com/ language-unsupervised/.

& 1: GLUE iR , B GLUE MMEiRSE81TD. BMES TERIESFERRIGREIRIEL
£, "Average’7|5E75 GLUE D IREARRE , EAKIIARR 7 BIEEAY WNLI #dEE. OpenAl
GPT = (L=12, H=768, A=12); BERTBASE = (L=12, H=768, A=12); BERTLARGE = (L=24,
H=1024, A=16), BERT #[] OpenAl GPT #{251&E , B{E55, MBEERAILIN
https://gluebenchmark.com/leaderboard F https://blog.openai.com/language-unsupervised/ 3k
15,

4.2 SQuUAD v1.1

HriB1E n) & EEE ( SQUAD Standford Question Answering Dataset ) 2—1H 100k NMREAIEI-R/
EXXHEMAIES ( Rajpurkar et al., 2016 ) , /E— NI I—EREEERRIE X NUEEERN
5% BRIAES EMNIXERE R FAIXE, Fian:
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https://gluebenchmark.com/leaderboard
https://blog.openai.com/language-unsupervised/
https://arxiv.org/abs/1606.05250v3

o IHINJAJER :
Where do water droplets collide with ice crystals to form precipitation?

TIN5
... Precipitation forms as smaller droplets coalesce via collision with other rain drops or ice
crystals within a cloud. ...

o BHES

within a cloud

XM XEFEMESS S GLUE RIFFISRESERANKE , (BZ2F(]8E%5LL BERT LI—FEZAL
£ SQUAD LizfT. BAf&TE GLUE 1, F(IIBBMANEIEMETERTA— M BE—FT8FS ( packed
sequence ) , HFR[a{EMA A BRA\ , BOEAERA B 8RN\, EMIEEEIEE—FEZ IHSHEXE
e S € RY fiRjEEREE F € RY, it BERT BASE—EIEREE0% i BANFKS

wERTA T, € RY, 2B 3 (¢) AJILIRT. A IHEERE  (FAZEREFR0EER , B2
T; ¥ S ZIERI R BRLAZESE TR BRIAIRIER Z /55 softmax:
P eS-T@
L Zj eSTj

EFRNFRFTERIFATEXERNERIRER | FRAEDRSNIXEEATTUER. 48
IR IR RIS R\ ERIRIE T REME.

BAER 5e — 5 RIEIIE |, 32 RUHLRANIGHEERL 3 1NERE, ErEBuEiTiRE) , ENERMVESTT
IUEIRBFRUXRER , BB T ERMUEVIEFFRNUEZ RSN | EREEREMEAIN. 7
THEHE | BRI ERRCKERXIFRIFEARFFICAEA.

FEERUNR 2 ThiEiAARAE. SQUAD ER—IEEMSRININERE | HHRREVRFINERRENARRA
&, ARE—MEEESNNE DIEfTIRRS | BB IR T RFAVRESRIIN., RPERAY
ERRHANRRG/NANFE —MEREE—D. F()EEE LENERE/NEHHTE DRE RN
RORNTHRENSEA | FHR ST IE NIRRT E AR IR A HEGE. B , BA R AIRE (T
FRAEEBIRAVEUEISE , BII7E SQUAD [ TriviaQA(Joshi et al., 2017) Bx&ill4x.

BA RN EIF AR S PR B RF R P EEVAFR S —RESH 1.5 D F1 & , TP ERREHEMTIES
HFRS—RURESH 1.7 (FET  fRE 1.3) N F1{E. bt , FIAIEBRE BERT #EL&MAY
SERREIRIIE(L, BMERTE SQUAD BdESE L (A TriviaQA RS ) Fef(JRRK 0.1-0.4 4~ F1
8 , MEZR(IAEE S HER A ERE R RIIF RS,
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https://arxiv.org/abs/1705.03551v2

System Dev Test
EM F1 EM FIl
Leaderboard (Oct 8th, 2018)
Human - - 823 912

#1 Ensemble - nlnet - - 860 917
#2 Ensemble - QANet - - B45 005
#1 Single - nlnet - - B35 90
#2 Single - QANet - - B25 893
Published
BiDAF+ELMo (Single) -  BAR - -
E.M. Reader (Single) 78.9 863 795 36.6
E.M. Reader (Ensemble) 81.2 879 B23 885
Curs
BERTgasE (Singke) 808 885 - -
BERTLarcE (Single) 841 909 - -

BERT[_#R(]E i Ensemble) 85.8 01.8 - -
BERT apcE (Sgl.+TriviaQA) 84.2 91.1 851 Y18
BERT sy e (Ens.+TriviaQA) 86.2 922 8§74 932

Table 2: SQuAD results. The BERT ensemble 15 Tx
systems which use different pre-traming checkpoints
and fine-tuning seeds.

%% 2 : SQUAD 455, Ensemble BERT 2f&ERARERITNIIZMEEUGE RN 7x =8,

4.3 an R LRz

AT THEFRICESSHIMERE | F{I7E CoNLL 2003 a2 SLIRIRBIEESS ( NER Named Entity
Recognition ) Ef4{d BERT #R2, 1%&EEH 200k M)IIZRERIRAM , X&) IEasmEAAR. H
R, MR RIEE D ( TTARRSER ) .

NTHE  BIVERE—EENHEEESER T; € RY EA—ME NER IREES09EE. 84
BFRSEAURBERUASKM (#aiER  iREBREIFFNIRE CRF) . AT 5k ( WordPiece )
FEHABIERL , BB CoNLI-FEFI{LE ( CoNLL-tokenized ) BIEINITEINER( I WordPiece FFI{L,
25, ARFERIXLIREVAS BN NS — MEMARFUIARE S XA9sR, Fian

Jim Hen #4#=zon was a puppet #deer
I-PER I-FER X o oo X

HTFREARFIMCGERZEMAFERN—EES |, ELI) TN EPEX M.
(ERUNEK 3 fise. BERTL psrcr IWTFIEHNRMIEER | EHEZESFINRZXNER)IZ (Clark et
al., 2018) , CoNLL-2003 A LARBINIHE £& 0.2 F1 {&.
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https://arxiv.org/abs/1809.08370v1

System Dev F1 Test Fl

ELMo+BiLSTM+CRF 957 922
CVT+Multi (Clark et al., 2018) - 92.6
BERTgAsk: 964 924
BERT| ARrGE 96.6  92.8

Table 3: CoNLL-2003 Named Entity Recognition re-
sults. The hyperparameters were selected using the
Dev set, and the reported Dev and Test scores are aver-
aged over 3 random restarts using those hy perparame-
ters.

%% 3 : CoNLL-2003 apAsLiiRpl. HHAESAUE AR TINRE | IRERVIIEEFIIN S
{(EFX LB SEUH THEN L R A EAYSCIR AR ENSE IO RIS I54,

4.4 SWAG

Adversarial Generations ( SWAG ) #iE&ER 113k MIFWEET , BRI HEEFEIRAHE
(Zellers et al., 2018).

BH— M REIFRHEENG T | (ESEENNANPIEFRRSEES:. FI0:

A girl is going across a set of monkey bars. GShe
(i) Jjumps up across the monkey bars.

(ii) struggles onto the bars to grab her head.
(iii) gets to the end and stands on a wooden plank.

{iwv) jumps up and does a back flip.

73 SWAG #iEE5I% BERT BENA 58 GLUE BIRERENATEL. MFEMIF , &1

ENNMANES , B— M EREREATENDTF (AFA ) FI— M ETRERRES: (FB ) . B—HUSETE
SHSHERNINARV c RY | KEEARBRENGDFERT O € RY IE—MNER i 74
— . BERDTA softmax iXPYMERE:

eV'Ci

P; = Z;L 5-Cj

FAER 2e — 5 RIEIE |, 16 AILURKNIGHEREL 3 PNEEE, ERUFE 4 fs. BERTLarcE 1
FHEERY ESIM+ELMo RUEZANERERT 27.1% .

13


https://arxiv.org/abs/1808.05326v1

System Dev Test

ESIM+GloVe 51.9 527
ESIM+ELMo 59.1 59.2
BERTgAsE 8l1.6 -

BERT| srGE 86.6 86.3
Human {xez'q:»m'i;}Jr - 850
Human (5 annotations) - 88.0

Table 4: SWAG Dev and Test accuracies. Test results
were scored against the hidden labels by the SWAG au-
thors. THuman performance is measure with 100 sam-
ples, as reported in the SWAG paper.

= 4 1 SWAG FEMMISEER=R, MIdERE SWAG (EEX RIS TS, AR
FIMER 100 MEARREERY , 1EA0 SWAG 183 EIARIABEE,

5. iHERAS5T ( Ablation Studies )

ERFAIERIA T IFERE DRISTIEER | (B2 HRIALHRHAVERHIRBERIIL BERT {E2809E
P ERDEFRYSIER. AT, Fef(1XS BERT RUIFEAHEHIT 7iHRISES | LUERIFIBERE 5o
RUMERIEEE .

5.1 FllEESSRIRZNN

BAZOMaT—8 , 5N TIEEL, , BERT BUFEN M (BTERIE =A% ) 28
BENKOE., ATEEX—WA , BTG TRNER |, Sl )FERS BERT sy e2ERAITUI
SEURE. PR ZEF Transformer FBEEY :

1. No NSP : #REMFAIERIESEE (MLM ) BERE TR T—aES” (NSP) .

2. LTR & No NSP : #=EfER—MARIA (LTR) BIESRE , MAREKESRE. EXMER
T BAFUESMANE , ARRETER. EHEPHNAET RN , EABAIAIE
PR PRARY £SO TTu SR E XA _E FIGHATHMIBAR R BERE. o , 1I%EBLRE TN
ISR, X50penAl GPTEEZAYALLM | BREREXRIIGHIES. BMIAFTR
METSZE.

FEERUNR 5 A, Fe(JEEo i T NSPAESATHRAVIE. Fe(JATLABZRIZER NSP %3 QNLI, MNLI
0 SQUAD RIRIUER 7 BERIGE. XELERRIA | FelR9F0) 14575753 TERIE IR HAEE
RUSCIEEREREREER.

EEFANEIIILL “No NSP” 5 “LTR & No NSP” 3&i{di)l| N AR~ 950, LTR =EEREES
RORINEBLL MLM H&8YZE | £ MRPC #0 SQUAD FRYTREIFEIAR, XFSQUADE , RBEE LTR &
BAEXEFIFMCTuNAERIERE | RATRCRFARERSEEAN LT, EA MRPC RNEMt

14



REER R T/\IEIRANERESRIMR | EER(IRMXFTEEERE— B2 HmTS
IRBEHE S Z BRI —EHRY.

ATHERE LTR R4t , Bl I=EE ERII—MBEA05RY BILSTM K THIE. XIBSEAXIRS T
SQUAD BIRK4R | {BRERIPALLTIZRRONFIREIRINES S, CRSIRERAN GLUE 1589
518

FATESE , ATLUR)IIRIRAT LTR #0 RTL 428 | FARE MRCRR AR MRERTHNEE | &
ELMo FriaIBBHE. B2 : (a ) XERNWERESLHRIHEA/N ; (b) XNTEK QA XEFRUES
KIRZAENA , EA RTL ERTEURBAFHRESS ;. (o) XLFRENEERIINEEERSSE
% RREN AR T LG ER A L X Eha £

Dev Set
Tasks MNLI-m OQNLI MRPC SS5T-2 SQuAD
(Acc)  (Acc) (Acc) (Acc) (FI)
BERTgasE 844 B84 BeT 927 88.5
No NSP 83.9 849 BeS5 926 879

LTR & No N5P 821 B43  T15 921 11.8
+ BiL5STM 821 841 757 916 849

Table 5: Ablation over the pre-training tasks using the
BERTgasg architecture. “No NSP” i1s trained without
the next sentence prediction task. “LTR & No NSP” is
trained as a left-to-right LM without the next sentence
prediction, like OpenAl GPT. “+ BILSTM™ adds a ran-
domly imitialized BiILSTM on top of the “LTR + No
NSP” model during fine-tuning.

x5 EFGMESHER BERTase BWREUHITIHRISEIR. “No NSP"RRA T F—aIFul
ESHEEERL. “LTR & No NSP"RRmif& OpenAl GPT —#F , RN ARIGRNESHEEIAHT
T—aFNES R IEMEEL, “+ BILSTM'ZRRELTR & No NSPHEEIRARSARII— M BEH4ImRL
Ay BiLSTM &,

5.2 {REIXIVAIRIR

EARTH , FIWSRTRELA/ NI HURES ERERIN. NAARRIES. EReAEEIk
NEO)IZR TVFS BERT 1828 |, RRI(ER T SRIEfHEIARIERIRIESERD) |42,

75RE GLUE {ESRIGERINZE 6 A, EIXNERP |, BHAWRE T 5 RAERIESE ERIGERIBEN &SR
IHREVERE. FAITLER] , EARVREIEATIE 4 NMUESE &R TIHERVERE LR |, EEXY
FRE 3600 MIIZGEUERN MRPC Rkt 240tk , FESMIESEERNAE. BIFSARIFE
= BNFIEGE  FiIem il aaRiiE ESCIAN EZAIHM0HE. 190 , Vaswani et al.
(2017) BASSHIERK Transformer J9(L=6, H=1024, A=16) , fRR3E8S#00 100M , FAIFTRIAYSC RS
K Transformer J3(L=64, H=512, A=2) , £#&9235M ( Al-Rfou et al., 2018 ) , {HELZT,
BERTpsse 28 1M10M 281 BERT ArcE 28 340M 24,
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https://arxiv.org/abs/1808.04444v1

ZERATEFIE |, ISR/ INESEIR A TEABUTS A B8 liE S2iE) LAYRORIL , & 6
FrBIEBEIZEWE ( held-out traing data ) ITERNESEELAIERRE ( perplexity ) . #AMD , il
IS XES—XIERR , NERERER T BISHIFN)I14: | BEABERY REWKIGAEDR R LAEIEE
INES ST RERAIBUH.

Hyperparams Dev Set Accuracy

#L. #H #A LM (ppl) MNLI-m MRPC S5T-2
3 TeB 12 584 779 79.8 884
6 TeB 3 524 80.6 822 907
6 TeB 12 468 81.9 848 913
12 768 12 399 844 867 929
12 1024 16 354 85.7 86.0 933
24 1024 16 323 86.6 87.8 937

Table 6: Ablation over BERT model size. #L = the

number of layers; #H = hidden size; #A = number of at-

tention heads. “LM (ppl)” is the masked LM perplexity

of held-out training data.
< 6 : JF% BERT RUIRELK/IN, #L = BEL; #H = [REEE R ; #A = i F2LA91MN8L. ‘LM
(ppl) FTNERIE S IEEETAER) | 4R E0E _ERIEIRREE .,

5.3 Jllgx L &RV

4 BT 2T K ST |IEHER RIS E R BRI IE 2 SR TE MNLI 3SIESS ERYERRR, XitF(Ie8
[E1Z 5l AR

1. [A):BERTEAYFRZIX AZAIFN)I1%5 (128,000 words/batch * 1,000,000 steps) KSLISHIFIEEE
g?
% : 289, BERTp sk £ MNLI E3#HT 1M 300120589/ ERF=REL 500k HRE TIT 1.0%,

2. [0 IERIE SEEAIT) G2 EIE LTR BEN)|140)KeSE , RABHERTITN 15% R9EIE , M
RN RIE?
% | EROESEENWEORESCEL LTR (224618, 2Am , AEXEmRitEnE | ERESEREL
F1E) | G—FHamiEs LTR 1RE,

a1
82 |-
80
78 |- .

—&— BERTga sy (Masked LM)
—— BEETgAsE (Left-to-Right)

MNLI Dev A ccuracy

76

200 400 GO0 =00
Pre-training Steps (Thousands)

1,000

Figure 4: Ablation over number of training steps. This
shows the MNLI accuracy after fine-tuning, starting
from model parameters that have been pre-trained for
k steps. The x-axis is the value of k.

4 : RGP E. BRRERTESMIG T k LREAIMEERISETE MNLI ZUEE LIS
ZIERRYEIRR, x HRYERR k.
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5.4 (§6F8 BERT EF4SERYS %

ZIHRIALL , FTERY BERT EREMER THUESE | B 1 B RERMNETUIZGRIER S | 3
E— N TMTESPIFTESEHTIRERIE, AT , EFIFERYSE BT8R iR ElERY

HE , BE—ERIS. &% , AAEME NLP ESERLUBIY Transformer frfiBas i RS
F , RICEERIMSE TESIMREUARE. BUR |, e —RIEEEREHT RIS &) 145805

AUz | RREXMRRAIEM EEREDEITRRIREHTIFE XN , XARAAITEMLSE.

EATH , (I EIITE CoNLL-2003 a2 sSLAmRBIESS _EAERESULT elmo BYFI)IIZRAY L3Rk
THEETARHENSASRY BERT RIBZH. At , BIMWEAESS 4.3 THENBARDS , (B2
RKE—I ST EAERL | MAFEXYBERTRUHASEHTHIE. E0XEZAT , XL ETIER
N FRES— MR LRIMNR 768 4E Bi-LSTM RJHIA.

FERUNER 7 F. RIERIUTISIARMTIGRRTEERERRIRD 4 MEBRBRIRAT SR  XRERBME
BINGREESS 0.3 F1 B, X BERT SRR IR FHRHEN 5 ZE 25 3.

Layers Dev F1
Finetune All 06.4

First Layer (Embeddings) 91.0
Second-to-Last Hidden 05.6
Last Hidden 04.9
Sum Last Four Hidden 05.9
Concat Last Four Hidden  96.1
Sum All 12 Layers 05.5

Table 7: Ablation using BERT with a feature-based ap-
proach on CoNLL-2003 NER. The activations from the

specified lavers are combined and fed into a two-layver
BIiLSTM. without backpropagation to BERT.

2% 7 : 7E CoNLL-2003 ap&sLiiRBl EERETHRAERNTSE | FHE% BERT Bl KBIEEEN
BLamHWAESERX , FHEE—MRERN BILSTM § |, MARERAEREE] BERT,

6. £5iE

it , BT ERESREHTIERF IMBUSHISCINRTRE  FE/. TS IG2IFEES
BRRFAASERIERED. F5BIR  XEEREEERRERR ( PEFENEES ) (ESE
BEMNIER RV REMRE TR, BIINEERMEREXERIMA—LHT ZRBRIN RSN | F
[EIF AT || SEEL e R TR 2 BRI NLP {355,

BRXLSOFERREIRRD , FRLER TEERT T AR , BRFEENTIERAR
BERT AJgetEtEEIMNEAEZIFNE S .
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